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Summary

Leg 2 asked how good a judge needs to be and what it costs. I compared a frontier 

model, a cheap API model and a small open model on the same steps, changed what 

the judge is shown, measured cost and speed, fine-tuned the small model twice, and 

brought in a second labeler to find out how far any judge can agree with a person 

at all.

No single judge is best. The best result comes from stacking them. Rules run first, 

a small open model looks at every step, and the frontier model is asked only about 

the steps those two flag. On the hand-labeled steps that setup agrees with the labels 

better than the frontier model working alone, at about a third of its cost.

The hard question, whether a step was wasted, has a ceiling: two careful people agree 

at kappa 0.68, and Opus 5.5 already sits at that ceiling. Cheap models sit well below it, 

and nothing tried here moved them: not a bigger model, a teacher, prompt examples, 

a tighter rule or two fine-tunes. The disagreement is concentrated in one kind of step, 

failed commands, which judgeman now reports as its own flag instead of judging.

Question Answer

Best single judge for 

wasted steps

Opus 5.5. It catches 90% of wasted steps and 

leaves 91% of good steps alone, and agrees with 

each labeler about as well as they agree with each 

other.

Best value for wasted 

steps

Gemini 3.5 Flash Lite with the full command 

history, at one eighteenth of the price. It misses a 

third of the wasted steps.

Best at destructive 

commands no rule 

covers

Opus 5.5 and the fine-tuned Qwen 3.5 9B, 97 to 

100%.

Best at repeats and 

untested submissions

The free rules, 88 to 100%.
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Question Answer

Best combination Rules, then a small open judge, then Opus on 

flagged steps. Kappa 0.72 against 0.61 for Opus 

alone.

Did the fine-tunes 

work?

Not as stand-alone judges. Both learned to stop 

flagging failed commands. Useful paired with the 

rules.

Where the limit is Failed commands. The two labelers agree at 0.39 

on those and 0.66 on everything else.

Spend $18 in Leg 2, $27.50 for the project so far.

Table 1: Leg 2 in one table. The numbers are explained in the sections below.

One caveat applies to the whole report. I chose the combinations after seeing the 

results, on the same steps, and the uncertainty ranges are wide. They are promising 

and need confirming on fresh labeled steps.

What was measured

Every judge answered the same two exams.

Exam Size What it measures

Gold steps 516 Real steps from 21 runs, labeled by hand in 

Leg 1. This is where false alarms show up.

Planted mistakes 196 Real runs with one mistake inserted by 

script, so the right answer is known. This 

measures how often a judge catches a 

mistake.

Table 2: The two exams.

Real SWE-bench runs contain almost no destructive commands, which left the risky  

axis unmeasurable in Leg 1. Planting mistakes fixes that. The script inserts one of 

six kinds into a real run, such as an exact repeat of an earlier read, a destructive 
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command, an edit that disables the assertions in a test file, or a submission with the 

test runs removed.

Three of the destructive commands match patterns the rules already know. Three do 

not, such as git checkout -- . , and those show what a model adds beyond rules.

Opus 5.5 is expensive, so it judged a 150-step sample of the gold steps and 101 of 

the planted mistakes. Its gold numbers are weighted to stand for all 516 steps. The 

other judges saw everything.

Results

Wasted steps

A step is wasted when it gave the agent nothing it went on to use. Kappa is agreement 

with the hand labels beyond chance, where 0 is chance and 1 is perfect.

Judge Kappa (95% range) Wasted 

caught

Good left 

alone

Opus 5.5 0.61 (0.39 to 0.76) 90% 91%

Gemini 3.5 Flash Lite, 

full history

0.46 (0.31 to 0.58) 51% 94%

Gemini 3.5 Flash Lite 0.44 (0.30 to 0.55) 47% 95%

Qwen 3.5 27B 0.40 (0.29 to 0.50) 77% 84%

Qwen 3.5 9B 0.30 (0.21 to 0.38) 80% 75%

Qwen3 235B 0.30 (0.17 to 0.43) 33% 95%

GPT-OSS 120B 0.31 (0.20 to 0.42) 49% 88%

Gemma 4 31B 0.29 (0.16 to 0.41) 35% 93%

Table 3: Wasted steps. Opus on its 150-step sample, weighted. All others on all 

516 steps.
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The open models split into two habits. The small Qwen models flag a lot, so they 

catch most wasted steps and also accuse a quarter of the good ones. The large open 

models rarely flag anything. Both habits land at the same kappa, about 0.30. Size did 

not help on this question.

Planted mistakes

Planted mistake Rules Opus 

5.5

Gemini Qwen 

9B

Qwen 

27B

Weakened test file 100% 100% 100% 100% 100%

Exact repeat 100% 94% 64% 85% 92%

Re-read of lines 

already shown

100% 41% 17% 73% 53%

Destructive, known to 

the rules

100% 100% 77% 92% 100%

Destructive, new to the 

rules

0% 100% 51% 90% 97%

Submitted with tests 

removed

88% 71% 36% 48% 53%

Table 4: Share of planted mistakes caught, with the judge shown the last five steps.

The rules are perfect on what they were written for and blind to everything else. The 

open models beat the cheap API model on every row. For destructive commands that 

no rule covers, the 9B catches 90% at a quarter of Gemini’s price.

Planted mistakes are the obvious kind, and they measure catching only. A judge that 

flagged every step would score 100% here, which is why the false alarms on real steps 

matter as much.
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Cost and speed

Judge Dollars per 1,000 

steps

Seconds per step

Rules 0 instant

Qwen 3.5 9B, thinking off 0.27 1.9

Qwen 3.5 9B, thinking on 0.36 9.1

Gemini 3.5 Flash Lite 1.04 0.9

Opus 5.5 17.93 3.5

9B on a free Kaggle T4, 4-bit 0 about 8

Table 5: Measured on OpenRouter in October 2026, about 2,700 prompt tokens 

per step.

Qwen 3.5 writes hidden reasoning before it answers. With that on, the hosted 9B was 

five times slower, 5% of its replies were unusable, and its accuracy was the same. All 

Qwen results in this report have it off.

What the judge is shown

Context What the judge sees besides 

the step

Opus Gemini Qwen 

9B

Last 5 The five steps before it, in 

full

0.61 0.44 0.30

History Every earlier command in 

one line, plus two steps in 

full

0.58 0.46 0.32

Plan Only what the agent said it 

was doing

0.55 0.54 a 0.31 a

Hindsight The last five steps and the 

next three

not 

run

0.24 0.08
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Table 6: Kappa on wasted steps by context. a On the 150-step sample; the others for 

Gemini and Qwen are on all 516.

The choice of model matters more than the choice of context. History helps a little 

and is the safest default. It also lifts Opus from 41% to 65% on partial re-reads and 

from 71% to 82% on untested submissions.

I expected hindsight to help, because whether a step was useful often shows only in 

what the agent does next. It made Gemini and the 9B clearly worse. My reading is 

that seeing the agent carry on makes a wasted step look purposeful. The hand labels 

were also made without sight of later steps, so the answer key itself records how a 

step looked at the time.
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How far two people agree

A second person labeled 100 gold steps, 40 of them wasted according to the first 

labeler, without seeing those labels. The first pass was too quick to use (6 wasted of 

100, 0.08 agreement). The second pass took 41 minutes and is the number below.

Figure 1: Agreement on wasted steps between the two labelers, and between each of 

them and two judges, on the same 100 steps.

Agreement, kappa All 100 steps Failed commands 

only

Labeler 1 vs labeler 2 0.68 (0.51 to 

0.82)

0.39

Opus 5.5 vs labeler 1, 26 steps 0.83

Opus 5.5 vs labeler 2, 26 steps 0.74

Qwen 9B vs labeler 1 0.57

Qwen 9B vs labeler 2 0.50

Table 7: Two careful people agree at about 0.68. Every judge agrees with both labelers 

about equally, so neither labeler is the odd one out.

Three things follow. Opus is at the human ceiling, so no model will meaningfully beat 

it on this question. The cheap models are well below the ceiling, so their gap is real 
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and not label noise. And the disagreement between the two people is concentrated 

in failed commands, where they agree at 0.39 against 0.66 on commands that ran.

The two labelers wrote a tighter rule from their 15 disagreements. It rules on failed 

commands (wasted unless the error taught the agent something it used next), on 

housekeeping such as git add  (wasted when the output is empty or ignored), and 

on first reads (fine even if they led nowhere). On a fresh random sample the two 

agreed at 0.41, on only 12 wasted steps, which cannot say whether the rule helped.
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What did not fix the small model

The 9B’s weakness is calling a quarter of good steps wasted. Seven attempts to fix 

that failed.

Attempt Result

A bigger open model 27B, 120B and 235B models score 0.29 to 0.40. 

None is clearly ahead of the 9B.

A teacher model No open model judged this well enough to teach 

the 9B, so none was used.

Worked examples in the 

prompt

Kappa 0.30 to 0.34, within the noise. They did 

lift untested submissions caught from 48% to 

82%.

Showing later steps Worse, as above.

Fine-tune 1, on 264 

flagged steps

False alarms fell from 38% to 8%, wasted steps 

caught fell from 85% to 31%. Kappa did not 

move.

A tighter rule, agreed by 

two labelers

The 9B and Gemini score 0.08 and 0.26 on 300 

steps labeled under it, no better than before.

Fine-tune 2, on 420 steps 

under the new rule

Kappa 0.18 (0.07 to 0.30), the same timid 

behaviour as fine-tune 1.

Table 8: Attempts to stop the 9B over-flagging wasted steps.

10 / 17



Christopher Lam judgeman: Leg 2 report

The fine-tunes

Figure 2: How each fine-tune was built and tested.

The 9B was trained with QLoRA on a free Kaggle GPU. Only 29 million new weights 

were trained, 0.31% of the model, in one pass of about 3.5 hours. The training runs 

came from four agents that are not in the exam, and none of the 37 exam tasks appear 

in them. Partial re-reads and every destructive command used in the exam were kept 

out of training. The two fine-tunes differ only in their hand labels: the first used 264 

steps the 9B had flagged, the second 420 steps labeled under the agreed rule, 300 of 

them chosen at random.

I set the targets before training.

Target Before Tune 1 Tune 2 Met

Good steps wrongly called 

wasted, under 10%

38% 8% 8% Yes
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Target Before Tune 1 Tune 2 Met

Wasted steps still caught, above 

80%

85% 31% 25% No

Untested submissions caught, 

above 75%

61% 27% 33% No

No drop on destructive 

commands new to the rules

92% 100% 97% Yes

Table 9: Both fine-tunes against targets fixed beforehand. “Before” is the same model, 

untrained, answering the same exam in the same 4-bit setup on Kaggle.

Agreement with the hand labels on wasted steps did not move: kappa 0.20 untrained, 

0.22 and 0.18 after. Both models traded one fault for the opposite one, from trigger-

happy to timid.

The breakdown by kind of step says why. Both fine-tunes learned “no command sent” 

perfectly, 8 of 8, and learned “a failed command is fine” almost perfectly: the untrained 

model caught 20 of 22 wasted failed commands, the fine-tuned ones caught 2 and 0. 

In the training labels, failed commands were marked wasted 43% of the time in the 

first set and 26% in the second, so the model learned the majority answer for that 

category rather than the distinction. The exam marks 39% of them wasted.

Kind of wasted step Count Untrained Tune 1 Tune 2

No command sent 8 8 8 8

Command failed 22 20 2 0

Housekeeping 12 7 1 1

Read or search 9 8 5 4

Test or repro run 4 4 1 1

Table 10: Of the labeler’s 55 wasted steps, how many each model caught, by kind.

Three things did work. The models caught nearly every destructive command they 

had never seen. They improved on mistakes they were trained on, from 72% to 97% 

on destructive commands the rules know and from 77% to 90% on exact repeats. And 
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they became quiet on real steps, with false “risky” calls down from 8 to 2 in about 

510 steps. That makes a fine-tuned 9B a good partner for the rules, which is how the 

next section uses it.

The untrained model is also weaker in this 4-bit setup than the hosted version, at 

kappa 0.20 against 0.30. Anyone running the 9B locally should expect the lower 

number.
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The best combination

Figure 3: The layered setup. Cheap layers see every step. The expensive one sees what 

they flag.

The small model’s over-flagging is a fault in a judge and a strength in a filter. It 

rarely misses a wasted step, so the frontier model only needs to look where the small 

model points.

Setup Kappa (95% 

range)

Wasted 

caught

Good 

left 

alone

Dollars 

per 1,000

Opus 5.5 on every step 0.61 (0.39 to 

0.76)

90% 91% 17.93

Gemini with history on 

every step

0.66 (0.40 to 

0.84)

68% 97% 0.88

9B flags, Opus decides 0.72 (0.50 to 

0.86)

90% 95% about 

5.80
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Table 11: Wasted steps on the 150-step sample, weighted. The 9B flags 31% of steps, 

so Opus is asked about a third of them.

Setup Destructive, 

new to the 

rules

Tests removed False “risky” 

on 513 real 

steps

Rules alone 0% 88% 2

Rules + 9B 90% 91% 12

Rules + fine-tuned 9B 100% 88% 4

Table 12: Planted mistakes caught when either the rules or the small judge flags 

the step.

Put together, the recommendation for anyone running judgeman is this. Run the 

rules on everything, and let them report failed commands as their own flag. Run a 

small open judge on everything, fine-tuned if you can, because it covers destructive 

commands the rules miss and adds few false alarms. Send the steps either one flags 

to a frontier judge and take its verdict on whether they were wasted.

The same run of results shows up in the demo, which reads only saved files.

sh

uv run judgeman demo

The demo prints unweighted figures for the 150-step sample, so its kappa values (0.43 

for Opus, 0.58 layered) differ from the weighted ones here. The order is the same.
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What is still open

Gap What it needs

The combinations are 

unconfirmed

Label a fresh set of steps and score the layered 

setup on them without changing anything.

Failed commands People do not agree on when a failure was 

useful. judgeman now flags them for free and 

leaves the judgment to the reader. A product 

should let each user decide how to count them.

Real repeats On 90 steps relabeled under a stricter rule, no 

judge and no rule catches more than 30% of 

what the labeler calls a repeat, though they catch 

most planted repeats. The labels and the rule 

still describe different things.

Opus coverage Opus saw 150 gold steps, so its ranges are wide. 

The full set would cost about $7 more per 

context.

Fine-tune baseline for 

tune 2

The exam prompt wording changed with the 

new rule; a rerun of the untrained model under 

it was still in progress at writing.

Table 13: Known gaps at the end of Leg 2.

Appendix: reproduce the tables
sh

uv run python scripts/inject.py

uv run python scripts/leg2_subset.py

uv run python scripts/leg2_results.py

uv run python scripts/finetune_data.py

uv run python scripts/finetune_score.py

In order, these plant the mistakes, pick the 150-step sample, print the result tables, 

build the training and exam files, and turn the Kaggle replies into label files. Judge 

verdicts are saved in labels/leg2/ , so the tables rebuild without an API key. The 

fine-tune notebook is notebooks/finetune_qwen_judge.ipynb . The second labeler’s 
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passes are labels/human2.jsonl  and labels/human3.jsonl ; the new-rule labels are 

the labels/rule2-*  and labels/flag2-*  files.
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