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Abstract
XGBoost is a widely used machine learning method known for exhibiting high 
accuracies in regression and classification tasks. Current efforts to create spatial 
versions of XGBoost do not alter the original XGBoost algorithm; nor do they 
implement any geographical modification. Here, we fill these gaps by introducing 
Geographical-XGBoost (G-XGBoost), which extends XGBoost in multiple ways. 
First, G-XGBoost creates local models by assigning spatial weights linked directly 
to the model’s accuracy by focusing on the samples that cause the most error. 
Second, it applies ensemble architecture, by combining the global and local models, 
for training, validation, and prediction, which improves model accuracy. Third, 
G-XGBoost calculates local feature importance using spatial weights, something not 
proposed so far. We evaluate G-XGBoost on six benchmark datasets against three 
global regression models (Ordinary Least Squares, Random Forests, and XGBoost) 
and three spatially local regression models (Geographically Weighted Regression, 
Geographical Random Forests, and Geographically Weighted Random Forests). 
G-XGBoost outperforms all existing models improving R2 by 17.44% and mean 
absolute error by 17.42%, on bootstrapped mean values. G-XGBoost is also an 
exploratory tool as it analyzes how feature importance varies in space, contributing 
thus to the need for interpretable and explainable AI, and therefore, it can further 
advance spatial machine learning application to geographical studies.
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1  Introduction

Machine learning (ML) has boomed in the last few years in nearly all scientific 
disciplines. However, most current ML methods cannot entirely handle the 
considerations posed by spatial data, which can be summarized as spatial 
dependence and spatial heterogeneity. Neglecting the spatial dimension 
negatively impacts learning and infers model inaccuracies, as the presence of 
spatial autocorrelation may distort the results of non-spatial approaches (i.e., 
overoptimistic fit of models or biased predictions) and, more importantly, does 
not allow for analysis of how complex nonlinear relationships vary across space 
(Grekousis 2020, Effati et  al. 2015, Griffith et  al. 2013, Griffith 2006, Griffith 
2004).

Remarkably, around 80% of all data can have a geographic dimension, 
and much of these data can be georeferenced (VoPham et  al. 2018). It is thus 
a big surprise that spatial ML (SML) lags behind typical aspatial ML. There is 
an on-going quest on how SML is different than non-spatial ML or geographic 
artificial intelligence, and a comprehensive discussion on the topic is provided 
by Credit (2024). SML is a set of georeferenced-data-driven techniques that 
attempt to handle spatial dependence and heterogeneity by incorporating 
spatial awareness through the inclusion of geography within the structure of the 
algorithms (Grekousis et al. 2022). In other words, an SML algorithm should be 
capable of space conceptualization by integrating location, distance, proximity, 
neighborhood, or spatial weights within its framework and preferable within its 
algorithmic steps. Merely including spatial data in the standard input matrix by 
neglecting the spatial properties (e.g., spatial dependence, spatial heterogeneity, 
scale) does not make an algorithm spatial.

Two broad modeling approaches exist in current SML for incorporating spatial 
properties into the learning process: (a) through the spatial observation matrix 
and (b) by modifying the learning algorithm itself (Nikparvar and Thill 2021). 
In the first approach, the properties of spatial data are developed in the spatial 
observation matrix, while the underlying ML algorithm remains unchanged. 
In the second approach, spatial properties are considered within the learning 
algorithm’s representation or within its objective function. In other words, the 
original non-spatial ML algorithm is alternated to explicitly incorporate the 
spatial relationships.

Examples of SML methods in regression tasks are Geographically Weighted 
Regression (GWR) (Brunsdon et al. 1996), Geographical Random Forests (GRF) 
(Georganos et  al. 2021), Geographically Weighted Random Forests (GRF-W) 
(Georganos et  al. 2022), and several spatial econometric models, such as the 
Spatial Lag Model (SLM) and the Spatial Error Model (SEM) (Anselin 2009). 
GWR and typical spatial econometric models like SLM and SEM are parametric 
models. As such, they share common characteristics and limitations, including a 
strong reliance on statistical assumptions. They do, however, offer a solid way of 
interpreting results, which is one of the main reasons why they are still prevalent 
among geographers and other social scientists. On the other hand, data-driven ML 
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methods are nonparametric and can handle high-dimensional data and nonlinear 
relationships. The strength of ML methods is that they are data-driven and can 
extract complex structures and patterns from data, without having to make any 
assumptions as in traditional inferential statistics (Li 2022).

Though parametric methods offer instructive tools to analyze and interpret spatial 
data, nonparametric spatial methods should be integrated into spatial analysis. 
Only limited nonparametric ML methods (mainly tree-based techniques) have been 
extended to spatially local regression. As such, there is a critical need for novel 
SML methods that improve prediction accuracy and interpretability in the spatial 
analysis context (Credit 2024). Furthermore, SML methods that modify the original 
ML algorithm to explicitly model spatial properties have been significantly less 
explored, despite being considered more promising (Nikparvar and Thill 2021). 
Our motivation is to expand research in these directions. Here, we present a new 
SML algorithm named Geographical-XGBoost (G-XGBoost) that modifies the 
XGBoost (extreme gradient boosting trees) algorithm to become geographically 
aware through geographically varying models and as such belongs to the second 
modeling paradigm where spatial properties are integrated in the learning algorithm 
itself. The proposed model addresses spatial heterogeneity by assessing how feature 
importance varies locally. This characteristic also makes G-XGBoost an exploratory 
tool, thereby contributing to the demand for more explainable ML methods. Though 
the proposed algorithm is not explicitly designed to handle spatial dependence, it 
can indirectly address some of its effects by identifying spatial patterns in local 
feature importance.

1.1 � Related work and research gaps

XGBoost is a supervised ML model based on classification and regression trees 
(CART) ensembles that has been widely recognized in numerous ML and data 
mining challenges and competitions (Chen et al. 2016). Unlike other ML methods 
such as fully connected neural networks, it provides high prediction accuracy, 
model stability, computational efficiency, and interpretability of results (Chen 
et al. 2023). However, only a few works have attempted to develop spatial versions 
of the XGBoost approach. For example, Kang et al. (2022) proposed an XGBoost 
composite model to predict tourism trends. A spatiotemporal framework was 
constructed based on spatial clustering and temporal data, and the factors were fed 
to the XGBoost algorithm for prediction.

Schimohr et  al. (2023) introduced the ‘Geographically Weighted XGBoost’ 
algorithm for predicting bike-sharing trip counts. Though the proposed XGBoost 
model is named ‘Geographically Weighted,’ the process is a pipeline where 
non-spatial ordinary XGBoost models are used to make predictions, which are 
subsequently fed into a GWR model. Consequently, only the GWR handles 
spatial autocorrelation and optimal bandwidth selection. In this sense, the term 
‘Geographically Weighted XGBoost’ is a pipeline that sequentially combines two 
models rather than a method that modifies the internal algorithmic structure of 
XGBoost for spatially local regression. More importantly, and according to the 
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authors of this approach, the geographically weighted XGBoost decreased the 
predictive accuracy of the XGBoost model, indicating that the general accuracy 
of predictions could not be further increased through the estimation of GWR 
(Schimohr et  al. 2023). In a similar effort, Ye et  al. (2023) also introduced a 
model with the same name (Geographically Weighted XGBoost) to analyze 
soil arsenic concentration in a three-step approach. First, XGBoost was used for 
feature selection. Second, the spatial weights were calculated using the GWR 
method. Lastly, data and spatial weights were used only as input variables on 
the XGBoost model. Like Schimohr et  al. (2023), their model combined GWR 
with XGBoost with no other adjustment on the XGBoost algorithm and, as such, 
remained aspatial.

As shown above, current efforts do not alter the original XGBoost algorithm; 
nor do they implement any geographical modification. In addition, the works 
including GWR bring together all known limitations of the method, such as the 
linearity assumption and the many drawbacks of linear regression (O’Sullivan 
and Unwin 2010). Our approach overcomes this limitation by omitting GWR and 
instead creates a Geographical-XGBoost algorithm that analyzes data locally. 
Though spatial heterogeneity can be traced by global models (Li et al. 2022; Wang 
et  al. 2020), local models allow for a different perspective on the data, as they 
estimate all model statistics and metrics at the local level that can be subsequently 
mapped and further analyzed spatially. Moreover, the bandwidth introduction in 
local models allows for further investigation of varying scales of analysis or even 
the development of multiscale models (i.e., bandwidth varies by location). This 
emphasizes the importance of the key concepts of adjacency and neighborhood in 
local modeling (O’Sullivan and Unwin 2010). On this note, there is currently no 
genuinely geographical local XGBoost model incorporating space conceptualization 
within its calculation, such as spatial weighting and bandwidth estimation, which is 
a significant literature gap.

This work fills this gap by introducing G-XGBoost, which is innovative in the 
following ways:

•	 First, it applies the concept of geographically varying models in XGBoost: that 
is, it creates local models that analyze data within a specified neighborhood 
through spatial weights. A significant difference with other SML methods is 
that the spatial weights are directly linked to the model’s accuracy by focusing 
on the samples that cause the most error and not just for assigning some higher 
probability for selection reasons.

•	 Second, to gain information existing in the global model, G-XGBoost creates an 
ensemble of the global and local models by using both models (local + global) 
for training, validation, and prediction, further improving model accuracy. This 
concept has not been applied before in spatially local regression, as previous 
related methods were global or local.

•	 Third, G-XGBoost calculates local feature importance using spatial weights 
through the gain function, which has not been proposed before. As such, 
G-XGBoost is also a robust exploratory tool for tracing spatial heterogeneity 
apart from being a predictive tool, as it evaluates how the spatially weighted 
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feature importance varies locally. This adds to the model’s interpretability, which 
is extremely helpful from the policy perspective.

G-XGBoost shares a similar concept to GRF and GWR, that of adopting a local 
regression analysis framework where the final model consists of several local sub-
models, that will hopefully address spatial heterogeneity.

We compare G-XGBoost to six models—three non-spatial models (Ordinary 
Least Squares—OLS, Random Forests—RF, and XGBoost) and three spatially local 
regression models (GWR, GRF, and GRF-W)—over six benchmark datasets. Instead 
of comparing G-XGBoost model with global spatial models or pipeline approaches 
that integrate trivial XGBoost with GWR, we compared it directly to local baseline 
models such as GWR and GRF that have already gained wide acceptance through 
multiple citations and, as such, are well-established in the literature. In addition, 
as GWR and GRF are local models, they are directly compared with the proposed 
G-XGBoost. The results show that G-XGBoost outperforms all models in all 
experimental settings, making it a promising tool for geographical analysis.

2 � G‑XGBoost

2.1 � Mathematical formulation

2.1.1 � Global model

Suppose we have a given dataset D =
{(

xi, yi
)}

(|D| = n, xi ∈ ℝ
m, yi ∈ ℝ) with n 

observations and m features with yi the response variable and xi the predictor value 
for the i observation, where i = 1,… , n . In the geographical context, the number 
of observations n corresponds to the number of spatial units in which data are 
aggregated. To fit the needs of modeling spatial data, we call the XGBoost model 
‘global XGBoost’ to distinguish it from the proposed local model. Global XGBoost 
can be written in the following form (Xgboost 2024):

where ŷi−gl is the predicted value for observation i , K is the number of trees, fk is 
a function in the functional space F , and F is the set of all possible CARTs. The 
model is trained to find the best parameters � that optimize the objective function

where the first part of the equation is the training loss function l , given by Eq. (3), 
and the second part is the regularization term, where �(f ) is the complexity of the 
tree, given by Eq.  (4). The loss function measures the capability of the model to 

(1)ŷi−gl = ŷi =

K∑
k=1

fk
(
xi
)
, fk ∈ F

(2)obj(𝜃) =

n∑
i

l
(
yi, ŷi

)
+

K∑
k=1

𝜔
(
fk
)
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make predictions using the training data. The typical loss functionlfor XGBoost is 
the mean squared error, given as

where yi is the target and ŷi the prediction.
The regularization term in the objective function, given by Eq. (2), corresponds 

to the complexity of the tree �(f ) , which quite commonly is defined as follows 
(though it can also take other forms)

where w is the leaves’ scores vector, T  is the number of leaves, with � (gamma) 
and � (lambda) the hyperparameters to control complexity and the degree of 
regularization. Gamma is the minimum loss reduction required to make a split and 
controls the trees’ depth by keeping them shallow (depending on the value set). The 
default value is zero, which means that there is no control over the gain function (see 
Eq. (18)). The regularization term assists in smoothing the final learned weights to 
avoid overfitting (Chen et al. 2016).

However, the tree ensemble model in Eq.  (2) cannot be optimized using 
traditional approaches in the Euclidean space because the model is trained in an 
additive way. The objective function can thus be rewritten for the t-th iteration as

where ŷ(t−1)
i

 is the prediction at the previous step. In essence, the ft that most 
improves the model is added to Eq. (2) in an additive way.

We can optimize the above objective function by taking the Taylor expansion 
of the loss function up to the second-order approximation

where gi (aka Jacobian matrix) and hi (aka Hessian matrix) are the first and second 
partial derivatives of the loss function

To obtain a simplified objective function at step t, we can remove the constants 
in Eq. (6) to get

(3)l =
1

n

n∑
i

(
yi − ŷi

)2

(4)�(f ) = �T +
1

2
�

T∑
j=1

w2
j

(5)objt =

n∑
i

l(yi, ŷ
(t−1)

i
+ ft

(
xi
)
) + 𝜔

(
ft
)
+ constant

(6)objt =

n∑
i

[l
(
yi, ŷ

(t−1)

i

)
+ gift

(
xi
)
+

1

2
hif

2
t

(
xi
)
] + 𝜔

(
ft
)
+ constant

(7)gi = 𝜕
ŷ
(t−1)

i

l(yi, ŷ
(t−1)

i
)

(8)hi = 𝜕2
ŷ
(t−1)

i

l(yi, ŷ
(t−1)

i
)
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So, every new tree in the sequence is optimized through the above objective 
function, which has a significant advantage. Its value depends only on the first ( gi) 
and second (hi) order gradients, which are easy to compute.

2.2 � Local model

G-XGBoost extends Eq. (1) to train a spatially local model based only on a subset of 
the original data defined by the bandwidth value (b) and the use of spatial kernels to 
calculate the spatial weights (Fig. 1) (G-XGBoost function GXGB). To differentiate 
spatial weights from the weights (w) used in decision tree leaves in Eq. (4), we use 
the symbol ws. We introduce two types of spatial kernels, namely fixed and adap-
tive. The fixed kernel creates neighborhoods based on a distance threshold band-
width value. The adaptive kernel defines the bandwidth as the number N of the near-
est neighbors that will be used to create the neighborhood. In the case of a fixed 
kernel, each unit has a varying number of neighbors, whereas in the adaptive kernel, 

(9)objt =

n∑
i

[gift
(
xi
)
+

1

2
hif

2
t

(
xi
)
] + �

(
ft
)

Fig. 1   G-XGBoost ensemble for spatially local regression. A different sub-model is built for every spa-
tial unit (i), including only its neighboring units, through either a fixed or an adaptive spatial kernel. The 
optimal bandwidth value (either distance or number of nearest neighbors) is defined by minimizing the 
cross-validation criterion. Hyperparameters are selected using grid search through nested cross-valida-
tion of the global model. G-XGBoost results from the ensemble (ŷi−ens) of global (ŷi−gl) and local ( ̂yi−loc) 
models using the alpha weight (�i ) regularization hyperparameter. Feature importance is produced for the 
local models
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every unit has the same number of neighbors. When the aerial size of the spatial 
units varies a lot (as in most real-world geographical problems), the adaptive kernel 
is preferred. 

Many kernel functions can be used for the spatial weights. G-XGBoost applies 
the bi-square function given in Eq. (10)

where dij is the Euclidean distance between the i-th and j-th points (centroids in case 
of polygons). In the case of a fixed kernel, b is the bandwidth value corresponding 
to the defined distance threshold. In the case of an adaptive kernel, b is the distance 
corresponding to the N –th nearest neighbor.

The bandwidth (b) defines the extent of the neighborhood of i that will be used to 
train and test the local models. As the bandwidth is a hyperparameter of the model, 
it should be tuned. In G-XGBoost (G-XGBoost function optimize_bw), and 
similar to other spatially local regression models like the GWR (Farber and Páez 
2009), the optimal value of b is determined by minimizing the cross-validation (CV) 
criterion, given as

where ŷ≠i(b) is the fitted value of yi by omitting the i-th observation. The bandwidth 
value can also be user-defined.

Based on the above, G-XGBoost extends Eq. (1) to train n local models (one for 
every single spatial unit) in the following form

where ŷi−loc is the prediction of the G-XGBoost local model calibrated on location i, 
with 

(
ui, vi

)
 being the coordinates of the centroid of the i th spatial unit. We call the 

spatial unit at location i the central point. wsi is the spatial weights matrix of central 
point i to the spatial units xib within the spatial kernel, defined by a bi-square kernel 
weighting function, given by Eq. (10), with bandwidth value b.

The objective function to be optimized for G-XGBoost for the i local model 
referring to the i central point is given as

G-XGBoost creates local models and weighs the samples using spatial 
weights. To do so, it uses the sample weights functionality provided by XGBoost 
and replaces them with spatial weights. This is done by multiplying the spatial 

(10)wsij =

⎧
⎪⎨⎪⎩

�
1 −

�
dij

b

�2
�
if ei−loc > ei−gl

0 otherwise

(11)b = argminCV =

n∑
i=1

(yi − ŷ≠i(b))
2

(12)ŷi−loc =

K∑
k=1

(
ui, vi

)
fk
(
wsi, xib

)
, fk ∈ F

(13)objt
i
=

n∑
i

[
(
gi
)
wsift

(
xi
)
+

1

2
(hi)wsif

2
t

(
xi
)
] + �

(
ft
)
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weights by the gradients. The idea of this multiplication lies in the fact that hi , 
the Hessian for data point i, is already used as a proxy for the importance of 
each sample in the learning process to focus on the samples that cause the most 
error. Therefore, according to Chen et  al. (2016), sample weights, and in our 
case spatial weights, are multiplied to the first and second gradients to add extra 
weight to samples. G-XGBoost supports the integration of spatial weights, but it 
can also be applied with no spatial weights.

In addition, to avoid data leakage and overestimated accuracies, we exclude 
the central point during the training–testing phase for every local model. In 
this manner, the local XGBoost model is trained and tested only on the y≠i(b) 
(data points within bandwidth b , omitting the i-th observation). For example, if 
the optimized adaptive bandwidth value is 40, the subset to be used in Eq.  (13) 
would be only the 40 nearest neighbors around the central point, excluding the 
central point itself. This is achieved through the spatial weights matrix, where 
the central point gets zero weight with itself. Then, the trained model is used to 
predict ŷi−loc . We refer to the model residual for location i as ‘out-of-bag (OOB) 
error’ in Eq. (14).

Though the term ‘OOB error’ is used in bagging approaches and not in 
boosting, we use it here to emphasize that the values of the central point are 
not used for training or testing (and thus are taken out of the bag), but only for 
evaluation of the prediction in unseen data. These OOB errors are calculated for 
all central points in turn, and various evaluation metrics such as the R2oob, given 
by Eq. (15), the OOB mean absolute error (MAEoob; given by Eq. (16), and the 
OOB root mean square error (RMSEoob; given by Eq. (17)) are calculated.

where yi is the actual value for observation i, ŷi−loc is the predicted value for 
observation i from the local model, y is the average value of the dependent variable, 
and n is the total sample size.

For every local model, G-XGBoost calculates the feature importance using the 
built-in function of XGBoost but integrating the spatial weights wsi . The split is 
decided based on the gain function, given as

(14)OOBi = yi − ŷi−loc.

(15)R2
oob

= 1 −

∑n

i=1

�
yi − ŷi−loc

�2
∑n

i=1

�
yi − y

�2

(16)MAEoob =

∑n

i=1
��yi − ŷi−loc

��
n

(17)RMSEoob =

√√√√ n∑
i=1

(
yi − ŷi−loc

)2
n
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where IL and IR are the observation (instance) sets of left and right nodes after the 
split, with γ and λ the regularization parameters. If the gain is positive, the split is 
kept; otherwise it is not. As such γ controls the depth of the tree and the model 
complexity. G-XGBoost applies as default the ‘gain’ built-in XGBoost importance 
type, which calculates the average gain across all splits where a feature was used on 
the spatially weighted observations. The ‘gain’ method reflects the contribution of 
the corresponding feature to the model in relation to all features’ contributions for 
each tree in the model. In G-XGBoost, the contribution is also affected by the spatial 
weight. A higher value of this metric implies that a feature is more important for 
generating a prediction. The average gain for every feature across all n observations 
can be computed to compare with the global XGBoost feature importance output 
and cross-check differences in feature rankings in the global and local models. The 
‘weight,’ ‘cover,’ ‘total gain’ and ‘total cover’ importance types are 
also available in G-XGBoost through the XGBoost library (see XGBoost 2024).

Locally varying importance has also been implemented in GRF and applied in 
various works to date (Lotfata et al. 2024, Lotfata et al. 2023, Grekousis et al. 2022). 
However, G-XGBoost does not use the feature importance methods used in GRF, 
such as the permutation feature importance, or the increase in the Mean Squared 
Error (MSE). G-XGBoost integrates the idea of spatial weights to the calculation of 
feature importance by including them in the gain function. In contrast, GRF does not 
use spatial weights when determining feature importance. Therefore, the local feature 
importance in G-XGBoost is not the result of some unweighted permutation procedure 
or change in MSE but is spatially weighted, giving more importance to the observations 
and their features that contribute to splitting a tree node.

It should be highlighted that while G-XGBoost does not directly model spatial 
dependence, it can help identify potential spatial autocorrelation. This is accomplished 
through the use of spatial weights in calculating the local models and the local feature 
importance. In specific, the spatial variation in local feature importance indirectly 
reveals how spatial dependencies might influence relationships. For instance, a sudden 
change in the local importance of a variable within a specific area could indicate a 
localized spatial effect or the influence of neighboring observations. In addition, areas 
with poor model fit (i.e., high residuals, or low R-squared values) could be indicative 
of unmodeled spatial dependence or unobserved spatial patterns. Therefore, although 
G-XGBoost cannot be used for modeling spatial dependence, it can indirectly address 
some of its effects by identifying spatial patterns in local feature importance and 
residuals.

(18)Gain =
1

2

⎡
⎢⎢⎢⎣

�∑
i∈IL

wsigi

�2

∑
i∈IL

wsihi + �
+

�∑
i∈IR

wsigi

�2

∑
i∈IR

wsihi + �
−

�∑
i∈I wsigi

�2
∑

i∈I wsihi + �

⎤
⎥⎥⎥⎦
− �
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2.3 � Ensemble model

G-XGBoost goes one step further and provides an ensemble solution by combining 
the predictions of the global and local models. We use the weighted averaging for 
the ensemble

where ŷi−ens is the prediction of the ensemble for the i location, and �i a newly 
introduced hyperparameter called alpha weight (alias alpha_wt), which takes values 
between zero and one and controls spatial dependence (further explained below). 
Alpha weight ( �i) can be fixed across all local i modes or vary according to the 
residual errors ei of the global and local model for the i-th spatial unit, as shown here

where

and

The ensemble architecture estimates the prediction for a spatial unit i, by 
combining the predictions for i from two models: the global model and the local 
model. The global model ( ̂yi−gl ) is calculated with the standard XGBoost algorithm 
given by Eq.  (1). The local model ( ̂yi−loc ) is calculated using the G-XGBoost 
algorithm given by Eq.  (13). However, G-XGBoost incorporates the alpha weight 
hyperparameter. If alpha weight is zero, then G-XGBoost is calculated directly 
through Eq. (13). In other words, Eq. (13) is just a special case of the G-XGBoost 
model when the global model is not considered in the solution. If alpha weight is 
nonzero, we extend Eq.  (13) by adding an additional term to the local model, the 
global one, with both terms being controlled by the alpha weight hyperparameter. 
The ensemble model’s prediction for spatial unit i is the weighted average of the 
predictions from the local and global model for i given by Eq.  (19). For example, 
if the alpha weight is set to 0.70, the prediction for the spatial unit i would be 70% 
from the local model and 30% from the global model.

Using Eq. (20), and varying alpha weight value, we favor the local model when 
it performs worse than the global one, exhibiting thus higher residual errors. In this 
case, we boost the overall performance with the addition of the global model by 
setting a value of �i between zero and one. A value of zero for �i indicates zero spatial 
dependence, and thus, the local model is not considered. Hence, the ensemble model 
drops to the global model. On the other hand, a value of one for �i indicates high 
dependence and that the global model is not considered. In practice, a reasonable 
starting value of alpha weight is 0.5, indicating the existence of spatial dependence 
and the need to create an ensemble model expected to perform better than the global 

(19)ŷi−ens = 𝛼iŷi−loc +
(
1 − 𝛼i

)
ŷi−gl

(20)𝛼i =

{
[0, 1] if ei−loc > ei−gl
1 otherwise

(21)ei−gl = yi − ŷi−gl

(22)ei−loc = yi − ŷi−loc
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or local one. Local Moran’s I can be used to estimate spatial autocorrelation and 
the need for an alpha weight hyperparameter. In the case of no spatial dependence 
and no spatial heterogeneity, the ensemble will probably not be necessary, as the 
global model is expected to perform with high accuracy. Alpha weight should not be 
confused with the alpha hyperparameter of XGBoost, referring to L1 regularization 
term on weights (analogous to Lasso regression).

The above ensemble is created following the three basic criteria that a good 
ensemble should follow (Zhou 2012, p. 100). First, it should perform better than 
any contributing member. This can be tested directly by comparing the ensemble 
model’s evaluation metrics with the ensemble’s individual models. Second, it 
should offer diversity, which is the ability of the ensemble to predict values different 
from the individual ones, or in other words, to have a diversity in the errors on any 
given sample. Diversity also reflects the fact that different learners are able to learn 
different knowledge. In the case of G-XGBoost, this is achieved because the local 
and global models analyze different sets under different perspectives. Third, learners 
should be independent, such that the prediction of one learner does not influence the 
prediction of another in the ensemble. For example, one model can influence another 
if it attempts to correct the predictions made by it. Independence also increases 
ensemble diversity. The global and local models’ ensembles in G-XGBoost are 
independent, as the prediction of one does not influence the prediction of the other. 
Although diversity and independence are crucial for a good ensemble, there is no 
strict threshold value that measures these two criteria (Zhou 2012). A more detailed 
analysis of the rationale of this ensemble from the spatial analysis perspective is 
given in the Closing remarks section.

2.4 � G‑XGBoost hyperparameter tuning through nested cross‑validation

Hyperparameters’ optimization may have a crucial impact on the performance 
of every method. There are three basic strategies for choosing parameters in ML 
benchmark studies (Weber et  al. 2019). The first one is using the default values. 
While very simple, it does not guarantee an unbiased approach, as default values may 
vary across programming languages or different libraries in the same language. The 
second approach is to use hyperparameter settings based on previous knowledge. 
This method relies significantly on the researcher’s choices, which could infer bias. 
Lastly, the third method uses automated methods such as grid search across ranges 
of values or random search. Grid search and random search can also be combined 
with one of the various cross-validation (CV) methods for more accurate results.

G-XGBoost uses grid search through nested CV for hyperparameter optimization. 
Nested CV can be used for both hyperparameters optimization and when comparing 
several models to select the most appropriate for a specific dataset. Typical non-nested 
CV, such as k-fold, used for both tuning and selecting a model, is likely to infer biased 
model performance. One reason is that it can underestimate the overfitting that results 
from the hyperparameter tuning procedure. In addition, it may infer data leakage, 
which is undesirable in ML. For this reason, nested CV is preferred when comparing 
different ML models (Cawley et al. 2010). Briefly, nested CV is composed of an inner 
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loop CV nested in an outer CV. A hold-out subset of the data (in the outer loop) is 
completely separated from the training dataset and any preparations performed in the 
inner loop. The inner loop is responsible for model selection/hyperparameter tuning. 
The best model of the inner loop is used for error estimation of the hold-out subset 
in the outer loop. Lastly, the error of all models in the outer loop is averaged, and the 
error estimation is assessed, for example, through standard deviation. To conclude, the 
above process applied in G-XGBoost aims to tune hyperparameters and estimate an 
unbiased generalization performance: in other words, to assess the model’s predictive 
accuracy and its expected error in unseen data. Lastly, the cost time of tuning non-
spatial hyperparameters is the same between G-XGBoost and XGBoost. The reason 
is that hyperparameter tuning occurs in the global model, and then, hyperparameter 
values are plugged into the local models.

2.5 � G‑XGBoost bandwidth hyperparameter tuning

G-XGBoost uses the CV criterion which is a common metric for determining the 
optimal neighborhood size required for model estimation (Farber and Páez 2007). The 
bandwidth value b that minimizes CV—the cross-validation score, given by Eq. (11), 
maximizes the model’s predictive power. However, though G-XGBoost has enabled 
the multi-threading support offered by XGBoost for efficient multi-core parallel 
processing, the optimal bandwidth evaluation can be computationally expensive. For 
this reason, G-XGBoost enables bandwidth search through step size control.

Suppose we have a set of 1000 spatial units, and we need to optimize the optimal 
bandwidth value for a range of 100 nearest neighbors threshold values (i.e., testing 
a kernel from 30 to 130 nearest neighbors). In that case, the model should run 100 
times for each spatial unit, which is 1000 × 100 = 10,000 times in total, significantly 
more than the global model, which runs only once. To overcome an exhaustive search 
(e.g., 30–100 number of nearest neighbors), the G-XGBoost allows for searching 
over varying bandwidth step sizes (e.g., for every ten neighbors) to minimize the CV 
criterion. Then, following a gradient-descent-like strategy, in the next iteration, the step 
size is reduced to search around the number of neighbors that minimized CV in the 
previous iteration. The process continues until the minimum CV value is reached or 
the step size drops to one (see Supplementary Note 1 for an example). This strategy 
significantly reduces time and leads to a near-optimal selection of the bandwidth value. 
G-XGBoost also provides an exhaustive search if the step size is set to one for the entire 
range of search values. Defining the optimal bandwidth value is unavoidable in the 
context of local modeling, and (similar to GWR and GRF) the additional computational 
cost is the trade-off between creating local spatial models with properly defined scale of 
analysis with the global models that do not apply the bandwidth concept.

2.6 � G‑XGBoost for prediction

G-XGBoost can predict unknown data using pre-trained local G-XGBoost 
models. Three criteria should be met for prediction: (i) we should have n spatial 
units with known centroid coordinates 

(
upi, vpi

)
 ; (ii) the spatial units are within 
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the same geographical boundaries as the trained local G-XGBoost models; and 
(iii) the spatial units should have the same predictors as the trained G-XGBoost 
model. To predict the values of the dependent variable, for every spatial unit i, 
G-XGBoost will pick the nearest local model and the alpha weight value of that 
model to fuse it with the global model and produce the outcome. The nearest 
local model is the one with the minimum Euclidean distance between spatial unit 
i with coordinates 

(
upi, vpi

)
 and the set of all central points (trained local models) 

with coordinates (u, v) . Alpha weight can be fixed for all n spatial units or varying 
by using the alpha weight value defined during the model’s training phase by 
Eq. (20).

It should be mentioned that the prediction functionality of the G-XGBoost cannot 
be applied in completely different locations from those where the original local 
G-XGBoost models were trained, as spatial weights would be different, and thus, the 
model output would be inaccurate. For example, a G-XGBoost model trained and 
validated for Boston housing prices cannot be used to predict housing prices in New 
York City. This is because the spatial weights used to train the Boston model, which 
reflect the unique spatial relationships and influences within that specific area, will 
differ significantly from the spatial weights that would be relevant for the New York 
City housing market.

Consequently, G-XGBoost is applicable for prediction within the same 
geographic region where the original model was trained. This limitation stems from 
the inherent local nature of the model architecture, which is designed to capture the 
specific spatial characteristics of the training data through the use of spatial weights 
and the notion of central unit (with its associated centroid coordinates stored as an 
extra property in the local model which are used to retrieve the nearest local model 
during prediction). This is an additional difference between G-XGBoost to non-
spatial ML models, such as standard XGBoost or RF, which are global approaches 
aiming to identify general patterns and relationships that can potentially be applied 
to new datasets, even if they originate from different geographic locations.

2.7 � G‑XGBoost library

G-XGBoost is compiled into a Python library named ‘geoxgboost,’ and can be 
found at https://​pypi.​org/​proje​ct/​geoxg​boost/. Geoxgboost library has enabled 
parallelization through the XGBoost library for efficient multi-core parallel 
processing. Documentation of the library is available at https://​geoxg​boost.​readt​
hedocs.​io/​en/​latest/. A detailed manual on how to use and apply G-XGBoost on a 
test dataset is available at https://​doi.​org/​10.​6084/​m9.​figsh​are.​28302​887.​v1 and at 
https://​github.​com/​geogr​eko/​DemoG​XGBoo​st.

2.8 � G‑XGBoost concluding key points

The key points of G-XGBoost can be summarized as follows:

https://pypi.org/project/geoxgboost/
https://geoxgboost.readthedocs.io/en/latest/
https://geoxgboost.readthedocs.io/en/latest/
https://doi.org/10.6084/m9.figshare.28302887.v1
https://github.com/geogreko/DemoGXGBoost
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	 (i)	 G-XGBoost is calibrated locally through spatial weighting, attempting in this 
way to address spatial heterogeneity and allow for further investigation of 
spatial dependence.

	 (ii)	 The spatial weights are multiplied with the first and second gradients to focus 
on the samples that cause the most error.

	 (iii)	 Two types of spatial kernels are introduced, namely fixed and adaptive.
	 (iv)	 G-XGBoost estimates the optimal bandwidth values for the spatial kernels by 

minimizing the CV criterion. The algorithm allows for searching over varying 
bandwidth values (using step size) to avoid an exhaustive search that reduces 
computational cost significantly.

	 (v)	 G-XGBoost allows for hyperparameter optimization through built-in functions.
	 (vi)	 G-XGBoost assesses how the importance of the independent variables (on how 

they influence the dependent variable) varies locally (spatial heterogeneity) 
by integrating spatial weights in feature importance calculation.

	(vii)	 G-XGBoost is an ensemble model that averages global and local data 
knowledge through a new hyperparameter, significantly improving 
performance.

3 � Experimental results

3.1 � Experimental datasets

G-XGBoost was evaluated using six real-world (see Table  1) benchmark datasets 
that have been used in previous works on spatial analysis and regression (Ahmed 
et al. 2021; Baller et al. 2001; Grekousis 2021; Kalogirou et al. 2024; Liu et al. 2022; 
Pace and Gilley 1997; Pace and Barry 1997; Wiedemann et al. 2023). A complete 
presentation of each dataset can be found in Supplementary Note 2. The selection 
of the datasets is made so that the algorithm is tested across various dimensionality 
settings, scales of analysis, and thematic scopes. The algorithm was tested from 
simple low-dimensionality geographical sets containing 325 observations (spatial 
units) and three independent variables to relatively larger ones (at least from the 
spatial analysis perspective) with 5164 observations and four independent variables, 
as well as 3021 observations and 29 independent variables. Evaluating the algorithm 
across various dimensions is essential for its capacity to perform in various data 
settings, thus offering a generalized assessment of its performance. The idiosyncrasy 
of local geographic modeling lies in the fact that a model is applied for each spatial 
unit. Though a dataset of 1000 observations by 10 features nowadays is regarded as 
small, a local model should run 1000 times (for every observation), in contrast to the 
global model, which would run only once for the entire dataset.

The thematic scopes of the benchmark datasets cover typical problems in spa-
tial analysis such as economic analysis (home value evaluation, household income), 
geography of health (mortality rate, cancer rate), and geography of crime (homi-
cides). The selection of the datasets was also made so that the algorithm is tested 
across various analysis scales, from block group, one of the smallest geographical 
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https://cran.r-project.org/web/packages/SpatialML/SpatialML.pdf
https://cran.r-project.org/web/packages/SpatialML/SpatialML.pdf
http://lib.stat.cmu.edu/datasets/boston_corrected.txt
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https://www.dcc.fc.up.pt/~ltorgo/Regression/cal_housing.html
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units for which the US Census Bureau publishes sample data, up to the census tract 
and the county level.

3.2 � Baseline models and evaluation criteria

G-XGBoost was evaluated against OLS, GWR, RF, GRF, GRF-W, and XGBoost 
baseline models (based on the OOB errors of the local models) using three standard 
metrics, namely R2, given by Eq.  (15), MAE given by Eq.  (16), and RMSE given 
by Eq. (17). In general, it is unlikely that a single method will perform best across 
all metrics: Therefore, a good approach is to identify the method that consistently 
overperforms even if it lags on some metrics in some experiments (Weber et  al. 
2019). Similarly, tracing methods that consistently underperform are not a good 
choice, even if they exhibit good metric results in some experimental settings.

3.3 � Experimental environments and results

Gradient boosting models were fit with the xgboost 2.0.3 package using the scikit-
learn API, in Python Version 3.10 within a Conda environment under PyCharm IDE 
Community Edition 2023.3.3. To implement the RF, GRF, and GRF-W models, the 
R packages ‘randomForest’ (Liaw et  al. 2022) and ‘SpatialML’ (Kalogirou et  al. 
2024) were applied. OLS models were computed using the scikit-learn 1.4.1Python 
library, while the software GWR4.0 was used for GWR.

The adaptive spatial kernel was applied for all spatial models (GWR, GRF, 
GRF-W, and G-XGBoost). Built-in functions were employed to define the 
optimal bandwidth value for GWR and GRF-W. However, GRF does not have 
such functionality, so the optimal value resulted from the GWR-W model. For the 
G-XGBoost model, the optimized bandwidth value minimizes the CV criterion (see 
Sect. 2).

Grid search was combined with user-defined values in the global and local 
XGBoost through nested CV with k = 5 folds in the outer loop and k = 3 folds in 
the inner loop. Multiple values were tested across a range of hyperparameters, such 
as n_estimators, learning_rate, max_depth, and min_child_
weight. Stochastic gradient descent was applied through column and row 
subsampling and the hyperparameters subsample and colsample_bytree. 
In essence, stochastic gradient descent is a variation of gradient descent in which, at 
each iteration, a random subsample of rows or columns of the training set is drawn 
from the training sample without replacement. To avoid biased representation, such 
as extensive tuning of hyperparameters in the proposed method while using the 
default parameters for competing methods, we also tuned the hyperparameters of 
RF, GRF, and GRF-W.

3.4 � G‑XGBoost results

Three versions of G-XGBoost were compared with the baseline models (see 
Sect.  3.2). In practice, these three versions are realized by different choices in 
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the properties and hyperparameters of the G-XGBoost algorithm through the 
G-XGBoost library. Spatial weights were not used in the first version, labeled 
L-XGBoost. Local models were created and trained independently considering that 
all spatial units have the same weight. In the second version, spatial weights were 
calculated through spatial kernels for the local models (LW-XGBoost). The third 
version (G-XGBoost) used local models, spatial weights, and the ensemble of local 
and global models. The results of these three versions are demonstrated to better 
understand how each one of the key modifications to XGBoost, namely a) local 
models, b) spatial weights, and c) an ensemble of local and global models, improves 
the original XGBoost algorithm.

Global Moran’s I index was calculated for all models to assess whether the 
residuals exhibit spatial autocorrelation. The null hypothesis states that the residuals 
are randomly distributed. P values smaller than a significance level (i.e., 1%) 
indicate statistically significant spatial autocorrelation of the residuals, which is 
undesirable, as it indicates model misspecification. However, as the objective was to 
test G-XGBoost over benchmark datasets, which have fixed variables, misspecified 
models were anticipated. Therefore, related issues, like omitted or irrelevant 
variables, were not attempted to be fixed. However, comparing Moran’s I index 
statistical significance through p values across various local regression methods can 
potentially reveal whether, even in misspecified models, errors are less clustered 
with some methods compared to others.

OLS and GWR were evaluated using casual R2, MAE, and RMSE metrics (not 
OOB). Tree-based metrics are not evaluated on these metrics but on their OOB 
equivalents. A direct comparison of OLS and GWR is possible if we calculate the 
non-OOB metrics for tree-based algorithms based on the training dataset presented 
in Supplementary Table S1. Results show that OLS and GWR have lower R2 and 
higher MAE and RMSE than tree-based models. However, overfitting using the 
training dataset for nonlinear models is likely. For this reason, we calculated 
the OOB metrics, the standard way of evaluating tree-based models, which are 
more reliable, as they are calculated on data not previously seen by the model 
(see Table  2). XGBoost (global) refers to the metrics values of the test set when 
trained with the hyperparameters produced from the nested CV approach. The 
generalization performance of the nested CV model is presented in Supplementary 
Table 2.

The results, summarized in Table 2, show that G-XGBoost improves the global 
and local versions of XGBoost and outperforms RF, GRF, and GRF-W. Indicatively, 
for the set ‘Atlantic mortality,’ we notice the G-XGBoost achieves an R2 = 67.78%, 
which is much higher than the local model with spatial weights (LW-XGBoost), 
with R2 = 61.94%, and the global model (XGBoost), with R2 = 56.86%. Similarly, 
G-XGBoost decreases substantially the MAEoob and the RMSEoob. G-XGBoost 
achieves better metrics for the ‘South crime’ set, which has a very low R2 across all 
models, perhaps due to missing variables. All models, including L-XGBoost and 
LW-XGBoost, have R2 ranging from 26.70% (GRF) to 33.38% (RF). G-XGBoost 
achieves R2 = 39.81%, an additional 6.43% from the highest R2 achieved by RF. 
Likewise, for the ‘New York cancer’ set, G-XGBoost achieves R2 = 47.16%, much 
higher than the second-best XGBoost (R2 = 40.02%). Finally, G-XGBoost performs 
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better in the ‘California housing’ set, a large dataset with 5,164 observations and 
four independent variables, showing that G-XGBoost can successfully handle small 
and large spatial datasets (from the spatial analysis perspective).

As datasets are different and the hyperparameters used vary, we cannot directly 
compare the G-XGBoost performance of one set to the G-XGBoost performance of 
another (e.g., NY cancer to Boston housing). However, we can compare how much 
the evaluation metrics R2, MEA, and RMSE were improved by using G-XGBoost 
and analyze these values across all datasets. In other words, we calculated the % 
change in R2, MAE, and RMSE of G-XGBoost to RF, GRF, GRF-W, XGBoost, 
L-XGBoost, LW-XGBoost, for all datasets. Moreover, we used nonparametric boot-
strapping to calculate the 95% confidence intervals of the estimated improvement. 
Bootstrapping is a statistical method for estimating quantities and related confidence 
intervals (e.g., means) from a data sample by measuring those quantities when sam-
pling from an approximating distribution (Grekousis 2019). In practice, for every set 
(% increase in R2, % decrease in MAE, and % decrease in RMSE), 1000 subsamples 
are created with replacement. Then, the mean value and the 95% confidence intervals 
(using all subsamples) are calculated. The Kernel probability density estimate of the 
bootstrapped means is also calculated to show how the improvement of G-XGBoost 
over the tree-based algorithms in R2, MAE, and RMSE values is distributed over 
the 1000 resampled values (see Fig. 2A). These values are also depicted in Fig. 2B 
as boxplots to provide a more straightforward comparison regarding key character-
istics of the distributions such as the median, quartiles, and outliers. Results reveal 
that G-XGBoost achieved higher accuracies in all cases. On bootstrapped mean val-
ues, G-XGBoost improved R2 by 17.45% (CI 13.94%, 21.91%), MAE by 17.42% (CI 
15.33%, 20.76%), and RMSE by 14.53% (CI 12.08%, 17.38%). These values high-
light that G-XGBoost significantly improved all evaluation metrics compared to the 
tree-based algorithms tested under the specific benchmark datasets.

Spatial autocorrelation of residuals is present in most models. Nevertheless, as we 
mentioned above, this is expected, as we used fixed benchmark datasets and did not 
attempt to add missing variables to fix model misspecifications. However, for the set 
‘Boston housing’, the LW-XGBoost shows no spatial autocorrelation of the residuals 
at the 1% significance level (see Table  2). G-XGBoost could potentially remove 
spatial autocorrelation in the residuals if we tuned the alpha weight hyperparameter 
(we used the default values for all datasets). A similar result is observed in the set 
‘Greece income’, where LW-XGBoost does not indicate spatial autocorrelation 
of the residuals at the 5% significance level, while G-XGBoost exhibits no spatial 
autocorrelation of the residuals at the 1% significance level. On the contrary, GRF 
does not manage to handle spatial autocorrelation, and GRF-W only addresses it 
for the ‘Greece income’ set. This shows that G-XGBoost and its versions can 
better handle spatial autocorrelation of residuals for an adequately specified model, 
probably because spatial weights are used to minimize the residuals during the node 
split of each tree.

Lastly, Fig. 3 presents, indicatively, the output of G-XGBoost for the NY and 
Atlantic sets. For example, mapping the primary factor of cancer per city block 
(NY) is significant in tracing the prevailing feature at every spatial unit (see 
Fig. 3A). Further analysis can integrate sociodemographic variables to study why 
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a factor prevails in a spatial unit. Mapping the local importance of a single feature 
(i.e., household size for the NY set) can assist in tracing spatial heterogeneity. 
For example, Fig. 3B shows how the importance of household size varies locally, 
getting higher values mainly in northern Manhattan. This provides a better under-
standing of how every feature influences the dependent variable compared to 
local coefficients in GWR, as importance is directly comparable across all fea-
tures. Similar to GWR, mapping R2 values for every local G-XGBoost model pro-
vides details on the local performance of the model (see Fig. 3C). Lastly, stand-
ardized residuals can be calculated and mapped for further analysis through local 
and global spatial autocorrelation metrics to identify whether the method has 
removed spatial autocorrelation of the residuals (see Fig. 3D).

Fig. 2   G-XGBoost improvement (%) of OOB metrics over tree-based models through parametric boot-
strapping. A Kernel probability density estimate of bootstrapped means and B boxplots of G-XGBoost 
improvement for R2, MAE, and RMSE, including median, 25th, and 75th percentiles (marked at upper 
and lower edges of boxes). Red crosses indicate outlier values
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4 � Closing remarks

We propose a new ensemble model named G-XGBoost, which implements SML 
for spatially local regression and extends the well-established XGBoost algorithm to 
handle spatial heterogeneity. G-XGBoost was tested over six real-world benchmark 
datasets and outperformed all tested baseline models under all experimental settings.

From a technical perspective, G-XGBoost modifies the original XGBoost in four 
key ways. First, it employs multiple local models instead of a single global one. 
To do so, the concept of geographical weighting is applied through the integration 
of spatial weights via a bi-square spatial kernel function. Second, it allows for 

Fig. 3   G-XGBoost local outputs enhancing explainable ML and subsequent spatial analysis
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optimizing the bandwidth value that defines the extent of the spatial kernel by 
minimizing the CV criterion. Third, it estimates the local feature importance by 
integrating spatial weights. Lastly, it creates an ensemble model that combines 
the knowledge of the global and local models, leading to increased predictive 
performance.

From a spatial perspective, G-XGBoost makes two contributions to the current 
literature. First, it is an exploratory tool, as it allows for analysis and mapping 
of how the importance of the independent variables varies, tracing thus spatial 
heterogeneity. Second, it is a predictive tool that, in contrast to other spatial ML 
models, mixes global with local knowledge in an ensemble structure.

Regarding the first contribution, the relationships between the dependent and 
independent variables are likely to vary in space due to spatial heterogeneity. 
G-XGBoost traces spatial heterogeneity through the local calculation of feature 
importance. This leads to a very convenient way to explore spatial heterogeneity 
by mapping the varying importance of every independent variable and tracing 
areas exhibiting different spatial patterns. The above approach is similar to how 
GWR traces spatial heterogeneity through mapping varying regression coefficients 
(Brunsdon et al. 1996).

Regarding the second contribution, there are two main reasons to move to an 
ensemble model. First, a properly defined ensemble model is expected to achieve 
improved predictive performance compared to the individual models from which 
it is constructed. The second reason has to do with the spatial dependence and 
heterogeneity issues that exist in spatial datasets. Specifically, XGBoost splits data 
based on the objective function, which minimizes the residuals. In consequence, it 
may not be able to generalize data if residuals are outside the boundaries of those 
in the training set. Like RF, XGBoost cannot extrapolate and predict to a range of 
values not initially trained. In this sense, XGBoost can only predict within the range 
of values of the explanatory variables initially trained. When a dataset is large, this 
is not likely to infer serious problems. However, for models with a relatively small 
training set, like the local models, this could lead to poor performance. Similarly, the 
presence of spatial autocorrelation may lead to variable values and residuals with 
little variance. As such, the local model will learn from a dataset with relatively 
low variability. However, when combined with the global dataset that includes 
information on how residual values are distributed across the entire dataset, this 
knowledge can be added to the model and improve predictive performance.

Future research could explore several pathways. G-XGBoost could be compared 
with spatial regression models like SLM or SEM, known for their ability to 
effectively handle spatial dependence. More importantly, research could investigate 
how G-XGBoost can directly account for spatial autocorrelation by incorporating 
spatial features such as spatial lag or eigenvector spatial filtering. In addition, a 
thorough comparison of local feature importance and local R2 values between 
G-XGBoost and GRF could be conducted to test the robustness and effectiveness of 
these models across multiple datasets and experimental settings.

To conclude, the G-XGBoost ensemble of global local models assists in capturing 
spatial heterogeneity and anisotropic space, which reflects the spatially varying 
relationship among the variables studied. The global XGBoost model analyzes the 
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entire dataset, thus offering a full spectrum of data variance, but does not consider 
spatial dependence and heterogeneity at all. On the contrary, the local model is 
only trained on a relatively small subset of the dataset, and with the inclusion of 
spatial weights and bandwidth, it introduces geographical awareness, thus handling 
spatial heterogeneity while allowing for further investigation of spatial dependence 
presence. Thus, the two models contribute different aspects of data knowledge, 
making a highly diverse ensemble. We always run the risk of getting a model of low 
predictive performance. This can be due to low data availability or feature omission, 
leading to model misspecification. Yet even a model of low predictive accuracy 
can be beneficial if it allows for analysis of how feature importance varies in space. 
G-XGBoost offers this characteristic by calculating the feature importance for each 
spatial unit, making it a valuable exploratory tool in local decision-making and 
geographical analysis.
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