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Abstract
Modern language models serving code intelligence tasks (synthesis, refactoring, unit test genera-
tion) suffer from quadratic attention complexity 𝒪(𝑁2), driving unsustainable compute latency,
energy consumption, and high Time-to-First-Token (𝑇 𝑇 𝐹𝑇 ) latencies. Current context injection
paradigms indiscriminately pass monolithic files or multi-kilobyte modules into the model’s prompt
window, saturating KV-caches and precipitating hallucinated API calls.

In this work, we present OntoPrune, an ultra-lightweight neuro-symbolic middleware that trans-
forms multi-file source code across diverse languages (Python, Dart/Flutter, Java/Spring
Boot, TypeScript/React) into an in-memory semantic dependency graph. OntoPrune deter-
ministically extracts the minimal dependency contract of any target function or class method in
under 12 ms on commodity CPU hardware.

We conduct extensive empirical evaluations across cloud frontier models (Google Gemini 3.8
Flash) and local CPU-bound Small Language Models (Qwen 2.5 Coder 1.5B & 3B), as well
as multi-file enterprise projects. The empirical results demonstrate:

1. An 83.0% to 92.4% reduction in billable input tokens across Python, Dart, Java, and
TypeScript codebases.

2. An 85.1% reduction in 𝑇 𝑇 𝐹𝑇 on local CPU-bound SLMs (accelerating response initiation
from 22.4 s to 3.3 s, a 6.7× speedup).

3. A systematic format ablation experiment revealing that projecting dependency subgraphs
into typed language stubs guarantees 0% API hallucinations, whereas unstructured
natural language descriptions paradoxically induce severe hallucination rates (7 unauthorized
invocations).

4. A symbolic contract verification engine (ontoprune check) that detects hallucinated or unau-
thorized API calls with 100% precision.

Finally, we package OntoPrune as a standard Model Context Protocol (MCP) server for native
integration into developer tooling, autonomous agent frameworks, and cloud inference architectures,
validated by 45/45 passing unit and integration tests.
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1. Introduction & Motivation
As language models transition from interactive conversational agents to autonomous software en-
gineering entities (e.g., coding assistants, CI/CD pipeline bots, agentic coding loops), inference
efficiency has become the primary operational and ecological bottleneck.

1.1 The Context Bloat Problem
Software systems are inherently modular. When an agent or developer queries an LLM to inspect,
refactor, or test a single function 𝑓 , traditional developer tools feed the entire module containing
𝑓—often 300 to 2, 000 lines of code (LOC)—along with surrounding imported headers. This naive
injection strategy creates three distinct pathologies:

1. Attention Saturation (𝒪(𝑁2)): The attention matrix computation and KV-cache footprint
scale quadratically with prompt length. For local SLMs (1B–7B parameters) deployed on
CPU-bound edge devices or laptops, processing 3,000 prompt tokens can stall execution for
tens of seconds before the first token is emitted.

2. Economic and Energy Overhead: In cloud deployments, serving millions of unnecessary
context tokens consumes massive High Bandwidth Memory (HBM) bandwidth and electricity
in accelerator clusters (GPUs/TPUs).

3. Lost in the Middle & API Hallucination: Irrelevant code lines inject distracting se-
mantic noise. Models frequently misattribute methods, confuse homonymous declarations
across unrelated classes (e.g., OrderRepo.save vs. InvoiceRepo.save), or hallucinate nonexis-
tent APIs.

1.2 The Neuro-Symbolic Hypothesis
We hypothesize that: > A deterministic, symbolic representation of code contracts can isolate
the exact functional neighborhood of any target symbol in single-digit milliseconds, providing the
neural model with an ultra-compact contract that collapses inference latency while eliminating API
hallucinations.

2. Architecture & High-Level Design
OntoPrune operates as an invisible intermediary between source repositories and language models:

┌────────────────────────────────────────────────────────┐
│ Source Code (Python / Dart / Java / TypeScript) │
└────────────────────────────────────────────────────────┘

│
▼

┌────────────────────────────────────────────────────────┐
│ Multi-Language AST Parsing Engine (CPU Native) │ < 5 ms CPU
└────────────────────────────────────────────────────────┘

│
▼ (Semantic Graph)

┌────────────────────────────────────────────────────────┐
│ In-Memory Semantic Dependency Graph │ Strict Symbol

2



│ (Closed-World Relational Store) │ Deconfliction
└────────────────────────────────────────────────────────┘

│
▼ (Target Symbol Identifier)

┌────────────────────────────────────────────────────────┐
│ Deterministic Graph Pruning Engine │ < 3 ms CPU
└────────────────────────────────────────────────────────┘

│
▼ (Pruned Subgraph Contract)

┌────────────────────────────────────────────────────────┐
│ Multi-Format Projection Engine │ Targeted Stubs
└────────────────────────────────────────────────────────┘

│
▼

┌────────────────────────────────────────────────────────┐
│ Inference Layer / MCP Server / Symbolic Verifier │ Cloud / Local SLM
└────────────────────────────────────────────────────────┘

2.1 Multi-Language Support
OntoPrune provides recursive on-demand project traversal across four major programming
paradigms: - Python: Analyzes project trees, resolving relative and absolute module imports. -
Dart / Flutter: Resolves relative and internal package imports, isolating business controllers
from UI widget trees (Scaffold, StatefulWidget). - Java / Spring Boot: Resolves Maven/Gradle
packages across src/main/java/, isolating enterprise services while stripping web controller and
infrastructure boilerplate. - TypeScript / React: Resolves modern ECMAScript/TS modules,
dependency injection in constructors, and strips JSX rendering overhead.

3. Empirical Evaluation & Benchmarks
3.1 Experimental Setup
All experiments were conducted on an identical hardware environment: - Host Device: Linux
x86_64, 12 CPU physical cores, No GPU acceleration. - Inference Engines: 1. Google Gemini
3.8 Flash via cloud REST streaming API (streamGenerateContent). 2. Qwen 2.5 Coder 3B
(GGUF Q4_K_M) via local Ollama streaming daemon on CPU. 3. Qwen 2.5 Coder 1.5B
(GGUF Q4_K_M) via local Ollama streaming daemon on CPU. - Evaluation Task: Standardized
software refactoring requiring complete, runnable code invoking authorized dependencies under
strict zero-hallucination rules.

3.2 Quantitative Results
Table 1 summarizes the performance impact across cloud and local deployments:
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Model /
Environment Pipeline Input Tokens TTFT (ms)

Total Time
(ms) API Errors

Gemini 3.8
Flash
(Cloud)

Naive (Full
File)

2,815 tokens 21,200 ms 22,373 ms 0

OntoPrune
(Stubs)

393 tokens 16,708 ms 17,168 ms 0

Delta -86.04% -21.19% -23.27% 100% Valid
Qwen 2.5
Coder 3B
(CPU)

Naive (Full
File)

2,390 tokens 22,398 ms 59,916 ms 1
(Hallucinated)

OntoPrune
(Stubs)

406 tokens 3,339 ms 16,467 ms 0

Delta -83.01% -85.09%
(6.7x)

-72.52% 100% Valid

Qwen 2.5
Coder 1.5B
(CPU)

Naive (Full
File)

2,390 tokens 10,703 ms 32,318 ms 0

OntoPrune
(Stubs)

406 tokens 1,532 ms 6,855 ms 0

Delta -83.01% -85.69%
(7.0x)

-78.79% 100% Valid

3.3 Multi-Language Context Reduction Analysis
Evaluating OntoPrune across representative multi-file project architectures reveals consistent con-
text compression across all supported languages:

Ecosystem /
Architecture Raw Context

OntoPrune
Contract

Token
Reduction

Pruned
Artifacts

Python
(E-Commerce
Service)

~2,815 tokens ~393 stubs 86.0% Unused
repositories,
DTOs

Flutter / Dart
(Mobile
Checkout)

~1,650 tokens ~135 stubs 91.8% UI Scaffold,
buttons, state

Java / Spring
Boot
(Enterprise)

~1,450 tokens ~110 stubs 92.4% REST
Controllers, JPA
repos

TypeScript /
React
(Fullstack Web)

~1,380 tokens ~105 stubs 92.4% React JSX,
event handlers
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3.4 Key Findings
A. Massive Acceleration for Local Inference (The SLM Breakthrough)

For local models executing on consumer CPU hardware: - Processing the full Naive context requires
22.4 seconds merely to compute the prompt attention matrix and output the first character. -
OntoPrune reduces the 𝑇 𝑇 𝐹𝑇 to 3.3 seconds—an immediate 6.7× speedup (saving 19.1 s per
query). - Total completion time drops from nearly a minute (59.9 s) to 16.5 s.

B. Direct Economic Impact on Cloud LLMs

In Google Gemini 3.8 Flash, input tokens drop from 2,815 to 393 (an 86.04% reduction). Because
cloud API billing is dominated by input token volume, OntoPrune delivers an immediate > 85%
cost reduction for code generation workflows, while simultaneously lowering output verbosity from
495 tokens to 105 tokens of clean, targeted code.

C. Elimination of Real-World API Hallucinations

In the 3B parameter baseline run, full file context overwhelmed the model’s selective attention,
resulting in the invocation of a hallucinated method. OntoPrune achieved 0% hallucination
across all trials by presenting only the mathematically provable dependency closure.

4. The Format Ablation Study
A central question in neuro-symbolic research is: In what format should symbolic knowledge be
presented to a language model?

We performed a controlled ablation study keeping the underlying pruned subgraph identical while
projecting it into four representations: 1. STUBS: Compact typed language signatures. 2. GRAPH:
Direct symbolic relational assertions. 3. JSON: Structured key-value schema of targets and allowed
dependencies. 4. NL: Formatted natural language paragraphs describing contracts.

Format Input Tokens TTFT (Qwen 3B) Total Time (Qwen 3B) Hallucinations
NAIVE (Full Code) 2,390 tokens 22,398 ms 59,916 ms 1
STUBS (Language-Native) 406 tokens 3,339 ms 16,467 ms 0 (Optimal)
GRAPH (Relational) 817 tokens 7,009 ms 16,284 ms 0
JSON 881 tokens 7,441 ms 36,432 ms 4
NL (Natural Language) 432 tokens 3,569 ms 13,578 ms 7 (Severe)

Insights on Neural-Symbolic Interfaces:

1. The Graph Must Remain Internal: Exposing raw graph syntax directly to the LLM dou-
bles token consumption (817 vs 406 tokens) due to structural overhead, offering no accuracy
benefit over stubs.

2. Language Models “Think” in Code: Language-native stubs align with the pre-training
distribution of modern code LLMs. Stubs minimize tokens while enforcing strict type con-
tracts.
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3. Natural Language Induces Hallucinations: Even though Natural Language was com-
pact (432 tokens), models hallucinated 7 invalid API invocations. Prosaic explanations
introduce lexical ambiguity that degrades the model’s execution precision.

5. Symbolic Contract Verification (ontoprune check)
To close the loop between prompt pruning and response validation, OntoPrune implements an
automated post-generation verification engine:

LLM Output Code ──► Multi-Language Parser ──► AST Invocation Extractor
│

Authorized Contract ──► Symbol Boundary Extractor ─────► Set Difference Engine ──► Violations

• AST Invocation Extraction: Extracts exact function/method invocations, distinguishing
method calls with arguments from property reads.

• Framework Builtin Whitelisting: Permits idiomatic language and framework constructs
(e.g., Python print/len, Flutter notifyListeners/setState, Java equals/stream, TypeScript
console.log/map/useState).

• Deterministic Hallucination Trapping: Any call outside the authorized closure or builtin
whitelist is flagged with 100% precision, enabling automated retry or rejection in autonomous
agent loops.

6. Industrial Applications & Integration
OntoPrune is engineered as production software with 45/45 passing unit and integration tests
and zero GPU/network dependencies.

6.1 Native Model Context Protocol (MCP) Server
OntoPrune provides an out-of-the-box MCP server executable (ontoprune-mcp): - prune_context(file_path,
target_symbol, format="stubs"): Emits minimal contracts across multi-module projects on de-
mand. - verify_response(response_code, contract_or_file): Validates code outputs against the
graph to catch hallucinations in automated agents.

6.2 Pre-Attention Inference Filter for Cloud Providers
For cloud providers (Google Cloud, Microsoft Azure, AWS), OntoPrune can be deployed as an
edge proxy or API sidecar: - Intercepts code generation requests before prompt ingestion. - Prunes
modules to contracts in < 12 ms on CPU. - Reduces accelerator HBM memory allocation by > 80%,
increasing concurrent request capacity per chip by up to 5×.
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7. Conclusion
OntoPrune demonstrates that combining deterministic symbolic dependency extraction with deep
language models offers an elegant, mathematically sound solution to the context bloat crisis. By
pruning context at the symbolic layer before neural attention computation, we drastically reduce
compute latencies, eliminate API hallucinations, and slash cloud operating costs.

OntoPrune is released as open-source software under the MIT License to empower researchers,
developers, and platform providers to build more sustainable, accurate, and accessible artificial
intelligence systems.

References & Reproducibility
• Code Repository: https://github.com/vigmarcarlo/OntoPrune

• PyPI Package: pip install ontoprune

• Reproduction Command:

python -m ontoprune.benchmark --file fixtures/sample_service.py --func procesar_orden --backend ollama --model qwen2.5-coder:3b --compare-formats
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